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Abstract—Event cameras draw inspiration from biological sys-
tems, boasting low latency and high dynamic range while con-
suming minimal power. The most current approach to processing
Event Cloud often involves converting it into frame-based repre-
sentations, which neglects the sparsity of events, loses fine-grained
temporal information, and increases the computational burden. In
contrast, Point Cloud is a popular representation for processing
3-dimensional data and serves as an alternative method to exploit
local and global spatial features. Nevertheless, previous point-based
methods show an unsatisfactory performance compared to the
frame-based method in dealing with spatio-temporal event streams.
In order to bridge the gap, we propose EventMamba, an efficient
and effective framework based on Point Cloud representation by
rethinking the distinction between Event Cloud and Point Cloud,
emphasizing vital temporal information. The Event Cloud is sub-
sequently fed into a hierarchical structure with staged modules to
process both implicit and explicit temporal features. Specifically,
we redesign the global extractor to enhance explicit temporal
extraction among a long sequence of events with temporal aggre-
gation and State Space Model (SSM) based Mamba. Our model
consumes minimal computational resources in the experiments and
still exhibits SOTA point-based performance on six different scales
of action recognition datasets. It even outperformed all frame-
based methods on both Camera Pose Relocalization (CPR) and
eye-tracking regression tasks.

Index Terms—Event camera, point cloud network, spatio-
temporal, Mamba, classification and regression.

I. INTRODUCTION

EVENT cameras present an attractive option for deploying
lightweight networks capable of real-time applications.
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Unlike traditional cameras, which sample light intensity at fixed
intervals, event pixels independently respond to in-situ gradient
light intensity changes, indicating the corresponding point’s
movement in three-dimensional space [1]. This unique capa-
bility allows event cameras to capture sparse and asynchronous
events that respond rapidly to changes in brightness. Event cam-
eras demonstrate remarkable sensitivity to rapid light intensity
changes, detecting log intensity in individual pixels and produc-
ing event outputs typically on the order of a million events per
second (eps). In comparison, standard cameras can only capture
120 frames per second, underscoring the exceptional speed of
event cameras [2]. Furthermore, the distinctive operating princi-
ple of event cameras grants them superior power efficiency, low
latency, less redundant information, and high dynamic range.
Consequently, event cameras have found diverse applications
in high-speed target tracking, simultaneous localization and
mapping (SLAM), as well as in industrial automation.

The event camera’s output contains coordinates, timestamps,
and polarity of each event occurrence [3], which is defined
as Event Cloud (x, y, t, p). The temporal stream can discern
fast behaviors with microsecond resolution [4]. Several studies
have strived to augment and refine the problem of processing
dynamic motion information from event cameras. Fig. 2(a)
illustrates the frame-based method, which partitions the Event
Cloud into small chunks and accumulates the events for each
time interval onto the image plane [5], [6]. The grayscale on
the plane denotes the intensity of the event occurrence at that
coordinate. However, the frame-based method disregards the
fine-grained temporal information within a frame and may gen-
erate blurred images in fast-moving action scenarios. Moreover,
this approach escalates the data density and computes even
in event-free regions, forfeiting the sparse data benefits of an
event-based camera. Consequently, the frame-based method is
unsuitable for scenarios with fast-moving actions and cannot be
implemented with limited computational resources.

In order to overcome the issues discussed above, alternative
approaches, such as the point-based method have been pro-
posed [7], [8], [9]. Point Cloud is a collection of 3D points
(x, y, z) that represents the shape and surface of an object or
environment and is often used in lidar and depth cameras [10].
By treating each event’s temporal information as the third
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Fig. 1. The gain in three datasets is visualized. EventMamba achieves SOTA in the point-based method and maintains very high efficiency. The shapes illustrate
the results corresponding to different data formats, with varying colors denoting Floating Point Operations (FLOPs).

Fig. 2. There are two distinct approaches for managing Event Clouds: (a)
frame-based methods and (b) point-based methods. Frame-based techniques
involve the condensation of a temporal span of events into a grayscale image
using techniques such as SAE, LIF, and others [18].

dimension, event inputs (x, y, t) can be regarded as points
and aggregated into a pseudo-Point Cloud [7], [11], [12]. This
method is well-suited for analyzing Event Cloud, which can
then be directly fed into the Point Cloud network, as shown in
Fig. 2(b). By doing so, the data format transformation process
is greatly simplified, and the fine-grained temporal information
and sparse property are preserved [7].

Nonetheless, contemporary point-based approaches still ex-
hibit a discernible disparity in performance compared to frame-
based approaches. Although the Event Cloud and the Point
Cloud are identical in shape, the information they represent is
inconsistent, as mentioned above. Merely transplanting the most
advanced Point Cloud network proves insufficient in extracting
Event Cloud features, as the permutation invariance and trans-
formation invariance inherent in Point Cloud do not directly
translate to the domain of Event Cloud [12]. Meanwhile, Event
Cloud encapsulates a wealth of temporal information vital for
event-based tasks. Consequently, addressing these distinctions
necessitates the development of a tailored neural network mod-
ule to effectively leverage the temporal features t within the

Event Cloud. This requests not only implicit temporal features,
wherein t and x, y are treated as the same representation, but
also explicit temporal features, where t serves as the index of
the features.

In this paper, we introduce a novel Point Cloud framework,
named EventMamba, for event-based action recognition, CPR,
and eye-tracking tasks, whose gains are shown in Fig. 1. Con-
sistency with our previous works [8], [9], EventMamba is char-
acterized by its lightweight parameterization and computational
demands, making it ideal for resource-constrained devices. Di-
verging from our previous works, TTPOINT [8], which did not
consider temporal feature extraction, and PEPNet [9], which
employed A-Bi-LSTM behind the hierarchical structure, we try
to integrate the explicit temporal feature extraction module into
the hierarchical structure to enhance temporal features, forming
a unified, efficient, and effective framework. We also embrace
the hardware-friendly Mamba Block, which demonstrates pro-
ficiency in processing sequential data. The main contributions
of our work are:
� We directly process the raw data obtained from the event

cameras, preserving the sparsity and fine-grained temporal
information.

� We strictly arrange the events in chronological order, which
can satisfy the prerequisites to extract the temporal features
absent in the vanilla Point Cloud Network.

� We employ temporal aggregation and Mamba block to
enhance explicit temporal features during the hierarchy
structure effectively.

� We propose a lightweight framework with a generalization
ability to handle different-size event-based classification
and regression tasks.

II. RELATED WORKS

A. Frame-Based Method

Frame-based methods have been extensively employed for
event data processing. The following will offer a comprehensive
review of frame-based methods applied to three distinct tasks.

1) Action Recognition: Action recognition is a critical task
with diverse applications in anomaly detection, entertainment,
and security. Most event-based approaches often have borrowed
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from traditional camera-based approaches. The integration of
the number of events within time intervals at each pixel to form
a visual representation of a scene has been extensively studied,
as documented in [13]. In cases where events repeatedly occur
at the same spatial location, the resulting frame information is
accumulated at the corresponding address, thus generating a
grayscale representation of the temporal evolution of the scene.
This concept is further explored in related literature, exemplified
by the Event Spike Tensor (EST) [5] and the Event-LSTM frame-
work [14], both of which demonstrate methods for converting
sparse event data into a structured two-dimensional temporal-
spatial representation, effectively creating a time-surface ap-
proach.

The resultant 2D grayscale images, encoding event intensity
information, can be readily employed in traditional feature ex-
traction techniques. Notably, Amir et al. [15] directly fed stacked
frames into Convolutional Neural Networks (CNN), affirming
the feasibility of this approach in hardware implementation.
Bi et al. [16] introduced a framework that utilizes a Resid-
ual Graph Convolutional Neural Network (RG-CNN) to learn
appearance-based features directly from graph representations,
thus enabling an end-to-end learning framework for tasks related
to appearance and action. Deng et al. [17] proposed a distillation
learning framework, augmenting the feature extraction process
for event data through the imposition of multiple layers of feature
extraction constraints.

2) Camera Pose Relocalization: CPR task is an emerging
application in power-constrained devices and has gained signif-
icant attention. It aims to train several scene-specific neural net-
works to accurately relocalize the camera pose within the origi-
nal scene used for training [19]. Event-based CPR methods often
derive from the frame-based CPR network [20], [21], [21], [22],
[22], [23], [24]. SP-LSTM [25] employed the stacked spatial
LSTM networks to process event images, facilitating a real-time
pose estimator. To address the inherent noise in event images, Jin
Yu et al. [26] proposed a network structure combining denoise
networks, convolutional neural networks, and LSTM, achiev-
ing good performance under complex working conditions. In
contrast to the aforementioned methods, a novel representation
named Reversed Window Entropy Image (RWEI) [27] is intro-
duced, which is based on the widely used event surface [28] and
serves as the input to an attention-based DSAC* pipeline [24] to
achieve SOTA results. However, the computationally demanding
architecture involving representation transformation and hybrid
pipeline poses challenges for real-time execution. Additionally,
all existing methods ignore the fine-grained temporal feature
of the event cameras, and accumulate events into frames for
processing, resulting in unsatisfactory performance.

3) Eye-Tracking: Event-based eye-tracking methods lever-
age the inherent attribution of event data to realize low-latency
tracking. Ryan et al. [29] propose a fully convolutional recurrent
YOLO architecture to detect and track faces and eyes. Stoffregen
et al. [30] design Coded Differential Lighting method in corneal
glint detection for eye tracking and gaze estimation. Angelopou-
los et al. [31] propose a hybrid frame-event-based near-eye gaze
tracking system, which can offer update rates beyond 10 kHz
tracking. Zhao et al. [32] also leverage the near-eye grayscale

images with event data for a hybrid eye-tracking method. The
U-Net architecture is utilized for eye segmentation, and a post-
process is designed for pupil tracking. Chen et al. [33] presents a
sparse Change-Based Convolutional Long Short-Term Memory
model to achieve high tracking speed in the synthetic event
dataset.

In summary, frame-based methods have indeed showcased
their prowess in event processing tasks, but they suffer from
several limitations. For instance, the processed frame sizes are
typically larger than those of the original Event Cloud, resulting
in high computational costs and large model sizes. Furthermore,
the aggression process introduces significant latency [5], which
hinders the use of event cameras in real-time human-machine
interaction applications. Despite substantial endeavors aimed at
mitigating these challenges [34], changing the representation
stands as the suitable approach to delving deep into the core of
the issue.

B. Point-Based Method

With the introduction of PointNet [11], Point Cloud can be
handled directly as input, marking a significant evolution in
processing technologies. This development is further enhanced
by PointNet++ [12], which integrates the Set Abstraction (SA)
module. This module serves as an innovative tool to elucidate the
hierarchical structure related to global and local Point Cloud pro-
cessing. Although the original PointNet++ relies on basic MLPs
for feature extraction, there have been considerable advance-
ments to enhance Point Cloud processing methodologies [35],
[36], [37], [38], [39]. Furthermore, an intriguing observation is
that even simplistic methodologies can yield remarkable out-
comes. A case in point is PointMLP [40], despite its reliance
on an elementary ResNet block and affine module, consistently
achieves SOTA results in the domains of point classification and
segmentation.

Utilizing point-based methods within the Event Cloud neces-
sitates the handling of temporal data to preserve its integrity
alongside the spatial dimensions [41]. The pioneering effort in
this domain was manifested by ST-EVNet [7], which adapted
PointNet++ for the task of gesture recognition. Subsequently,
PAT [42] extended these frontiers by integrating a self-attention
mechanism with Gumbel subset sampling, thereby enhancing
the model’s performance within the DVS128 Gesture dataset.
Recently, TTPOINT [8] utilized the tensor train decomposition
method to streamline the Point Cloud Network and achieve
satisfied performance on different action recognition datasets.
However, these methods rely on the direct transplant of the Point
Cloud network, which is not adapted to the explicit temporal
characteristics of the Event Cloud. Moreover, most models are
not optimized for size and computational efficiency and cannot
meet the demands of edge devices [43].

C. State Space Models

State Space Models (SSM) have emerged as a versatile frame-
work initially rooted in control theory, now widely applied due
to its superior capability process sequence modeling tasks [44],
[45], [46]. SSM-based Mamba [47] has shown promise as a
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hardware-friendly backbone that can achieve linear-time infer-
ence and can be an alternative to the transformer. While primarily
focused on language and speech data, recent advancements like
S4ND [48], Vision Mamba [49], and PointMamba [37] have
extended SSMs to visual tasks, showing potential in competing
with established models like ViTs. Nevertheless, neither the
image nor Point Cloud contains strict temporal information,
requiring both to employ customized serialization and ordering
methods to align with the SSM sequences [50]. Event-based
works [34], [51] also focus on frame-based representations,
which do not take full advantage of the rich and fine-grained
temporal information in events. In this paper, we leverage point
cloud representations, preserving the temporal sequence of event
occurrences, and integrated Mamba with a hierarchical structure
to comprehensively extract temporal features between events.

III. METHODOLOGY

A. Event Cloud Preprocessing

To preserve the fine-grained temporal information and orig-
inal data distribution attributes from the Event Cloud, the 2D-
spatial and 1D-temporal event information is constructed into
a three-dimensional representation to be processed in the Point
Cloud. Event Cloud consists of time-series data capturing spa-
tial intensity changes of images in chronological order, and
an individual event is denoted as ek = (xk, yk, tk, pk), where
k is the index representing the kth element in the sequence.
Consequently, the set of events within a single sequence (E) in
the dataset can be expressed as:

E = {ek = (xk, yk, tk, pk) | k = 1, . . . , n} , (1)

The length of the Event Cloud in the dataset exhibits variability.
To ensure the consistency of inputs to the network, we employ
a sliding window to segment the Event Cloud. In the task of
action recognition, it is imperative to include a complete action
within a sliding window. Therefore, we choose to set the sliding
window length in seconds. Meanwhile, for the task of Camera
Pose Relocalization and eye tracking, the resolution of the pose
ground truth is available at the millisecond level. As a result,
we chose to set the sliding window length to milliseconds. The
splitting process can be represented by the following equation:

Pi = {ej→l | tl − tj = R} , i = 1, . . . , L (2)

The symbol R represents the time interval of the sliding win-
dow, where j and l denote the start and end event index of
the sequence, respectively. L represents the number of sliding
windows into which the sequence of events E is divided. Before
being fed into the neural network, Pi also needs to undergo
downsampling and normalization. Downsampling is to unify
the number of Point Cloud, with the number of points in a
sample defined as N , which is 1024 or 2048in EventMamba.
Additionally, we define the resolution of the event camera as w
and h. The normalization process is described by the following
equation:

PNi =

(
Xi

w
,
Yi

h
,
TSi − tj
tl − tj

)
, (3)

Xi, Yi, TSi = {xj , . . . , xl} , {yj , . . . , yl} , {tj , . . . , tl} , (4)

The X,Y is divided by the resolution of the event camera. To
normalize timestampsTS, we subtract the smallest timestamp tj
of the window and divide it by the time difference tl − tj , where
tl represents the largest timestamp within the window. After
pre-processing, Event Cloud is converted into the pseudo-Point
Cloud, which comprises explicit spatial information (x, y) and
implicit temporal information t. It is worth mentioning that all
events in PN are strictly ordered according to the value of t, en-
suring that the network can explicitly capture time information.

B. Hierarchy Structure

In this section, we provide a detailed exposition of the network
architecture and present a formal mathematical representation of
the model. Once we have acquired a sequence of 3D pseudo-
Point Clouds denoted as PN , with dimensions of [L,N, 3],
through the aforementioned pre-processing method applied to
the Event Cloud, we are prepared to input this data into the hier-
archy structure model for the purpose of extracting Point Cloud
features. We adopt the residual block in the event processing
field, which is proven to achieve excellent results in the Point
Cloud field [40]. Next, we will introduce the pipeline for the
hierarchy structure model.

Si = LocalFE (ST i−1) , (5)

SAi = TAG (Si) , (6)

ST i = GlobalFE (SAi) , (7)

F = ST m, ST 0 = PNi, where i ∈ (1,m), (8)

where F is the extracted spatio-temporal Event Cloud feature,
which can be sent into the classifier or regressor to complete
the different tasks. The model has the ability to extract global
and local features and has a hierarchy structure [12]. And the
dimension of LocalFE input ∈ is [B, Ti−1, Di−1], m is the
number of stages for hierarchy structure, TAG is the operation
of temporal aggregation, S is the output of LocalFE, and the
dimension of GlobalFE input ∈ [B, Ti, Di], as illustrated in
Fig. 3. B is the batch size, D is the dimension of features, and
T is the number of Centroid in the overall Point Cloud during
the current stage of the hierarchy structure.

From a macro perspective,LocalFE is mainly used to extract
the local features of the spatial domain and pay attention to
local geometric features through the farthest point sampling and
grouping method. Temporal aggregation (TAG) is responsible
for aggregating local features on the timeline.GlobalFE mainly
synthesizes the extracted local features and captures the explicit
temporal relationship between different groups. Details of the
three modules are described below.

1) LocalFE Extractor: This extractor comprises a cascade
of sampling, grouping, and residual blocks. Aligned with the
frame-based design concept, our focus is to capture both local
and global information. Local information is acquired by lever-
aging Farthest Point Sampling (FPS) to sample and K-nearest
neighbors (KNN) to the group. The following equations can
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Fig. 3. EventMamba accomplishes two tasks by processing the Event Cloud to a sequence of distinct modules, downsampling, hierarchy structure, and classifier
or regressor. More specifically, the LocalFE is responsible for the extraction of local geometric features, while the GlobalFE plays a pivotal role in elevating
the dimensionality of the extracted features and abstracting higher-level global and explicit temporal features.

represent the operations of sampling and grouping.

PSi = FPS (PNi) , PGi = KNN (PNi, PSi,K) , (9)

The input dimension PNi is [T, 3 +D], and the centroid di-
mension PSi is [T ′, 3 +D] and the group dimension PGi is
[T ′,K, 3 + 2 ∗D]. K represents the nearest K points of cen-
troid, D is the feature dimension of the points of the current
stage, and 3 is the most original (X,Y, TS) coordinate value.
2 ∗D is to concatenate the features of the point with the features
of the centroid.

Next, each group undergoes a standardization process to
ensure consistent variability between points within the group,
as illustrated in this formula:

PGSi =
PGi − PSi

Std(PGi)
, Std(PGi) =

√∑3n−1
i=0 (gi − ḡ)2

3n− 1
,

(10)

g = [x0, y0, t0, . . . , xn, yn, tn] , (11)

Where Std is the standard deviation, and g is the set of coordi-
nates of all points in the PGi.

Subsequently, the residual block is utilized to extract higher-
level features. Concatenating residual blocks can indeed enhance
the model’s capacity for learning, yet when dealing with sparsely
sampled event-based data, striking the right balance between
parameters, computational demands, and accuracy becomes a
pivotal challenge. In contrast to frame-based approaches, the
strength of Point Cloud processing lies in its efficiency, as it
necessitates a smaller dataset and capitalizes on the unique event

characteristics. However, if we were to design a point-based
network with parameters and computational demands similar to
frame-based methods, we would inadvertently forfeit the inher-
ent advantages of leveraging Point Clouds for event processing.
The Residual block (ResB) can be written as a formula:

M(x) = BN(MLP (x)), (12)

ResB(x) = σ(x+M(σ(M(x)))), (13)

where σ is a nonlinear activation function ReLU, x is the input
features,BN is batch normalization, andMLP is the muti-layer
perception module.

2) Temporal Aggregation: Following the processing of
points in a group by LocalFE extractor, the resulting features
require integration via the aggregation module. This module is
tailored to necessitate precise temporal details within a group.
Consequently, we introduce a temporal aggregation module.

Conventional Point Cloud methods favor MaxPooling op-
erations for feature aggregation because it is efficient in ex-
tracting the feature from one point among a group of points
and discarding the rest. In other words, MaxPooling involves
extracting only the maximum value along each dimension of
the temporal axis. It is robust to noise perturbation but also
ignores the temporal nuances embedded within the features. This
property matches well with the vanilla Point Cloud task, which
only needs to focus on the most important information. However,
the event-based task requires fine-grained temporal features, so
we adopt the integration of attention mechanisms to enhance
the preservation of those nuanced but useful temporal attributes
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Fig. 4. Spatial and temporal aggregation. The different colors represent the
features of events at different times, with gray representing the feature in
[t5, tk−1].

by aggregating features along the temporal axis through the
attention value. To provide a more comprehensive exposition,
we employ a direct attention mechanism within the K temporal
dimensions to effectively aggregate features as shown in Fig. 4.
This mechanism enables the explicit integration of temporal
attributes, capitalizing on the inherent strict ordering of the K
points. The ensuing formula succinctly elucidates the essence
of this attention mechanism:

S = LocalFE(x) = (St1, St2, . . . , Stk) , (14)

Stk = [x1, x2, . . . , xn] , (15)

A = SoftMax(MLP (S)) = (at1, at2, . . . , atk) ,
(16)

SA = S ·A = St1 · at1 + St2 · at2 + · · ·+ Stk · atk, (17)

Upon the application of the local feature extractor, the ensuing
features are denoted as S , and Stk mean the extracted feature
of kth point in a group. The attention mechanism comprises an
MLP layer with an input layer dimension of D and an output
atk dimension of 1, along with softmax layers. Subsequently, the
attention mechanism computes attention values, represented as
A. These attention values are then multiplied with the original
features through batch matrix multiplication, resulting in the
aggregated feature SA.

3) GlobalFE Extractor: Unlike previous work [9], em-
ploying Bi-LSTM for explicit temporal information extraction
nearly doubles the number of parameters, despite achieving
amazing results. We incorporate the explicit temporal feature
extraction module into the hierarchical structure to enhance
temporal features, opting for the faster and stronger Mamba
block instead [47]. The topology of the block is shown in the
green background of Fig. 3. This block mainly integrates the
sixth version of the State Space Model (SSM), which is well
able to parallel and focus on long time series of information,
such as temporal correlations between 1024 event groups. The
SSM extracts explicit temporal features that can be expressed as
follows:

ht = Āht + B̄xt, t ∈ [0, T ′) h ∈ D′ (18)

yt = Cht, y ∈ D′ (19)

Ā = exp (ΔA) , Ā, B̄ : (T ′, D′, D′) (20)

B̄ = (ΔA)−1 (exp (ΔA)− I) ·ΔB, (21)

Where xt, ht, and yt are the SSM’s discrete inputs, states, and
outputs. A, B and C are the continuous system parameters,
while Ā, B̄ andΔ are the parameters in the discrete system by the
zero-order hold rule. T ′ andD′ are the number and dimension of
events for the current stage, respectively. The whole GlobalFE
Extractor can be represented by this formula:

ST = Mamba(SA) (22)

ST = ResB(ST ) (23)

Where Mamba extracts explicit temporal features in the T ′

dimension, while ResB further abstracts the spatial and temporal
ST features.

C. Regressor and Loss Function

A fully connected layer with a hidden layer is employed to
address the final classification and regression task. Classifica-
tion task: We employ label smoothing to refine the training
process. Label smoothing involves introducing slight smoothing
into the true label distribution, aiming to prevent the model
from becoming overly confident in predicting a single category.
The label-smoothed cross-entropy loss function we define is as
follows:

Loss = − 1

n

∑
i

⎛
⎝(1− ε) log(ŷi) + α

∑
j �=i

log (α)

⎞
⎠ (24)

n represents the number of categories, ε is the smoothing param-
eter, α represents ε

n−1 , and ŷi denotes the predicted probability
of category i by the model. Camera Pose Relocalization task:
The displacement vector of the regression is denoted as p̂ rep-
resenting the magnitude and direction of movement, while the
rotational Euler angles are denoted as q̂ indicating the rotational
orientation in three-dimensional space.

Loss = α||p̂− p||2 + β||q̂ − q||2 + λ

n∑
i=0

w2
i (25)

p and q represent the ground truth obtained from the dataset,
while α, β, and λ serve as weight proportion coefficients. In
order to tackle the prominent concern of overfitting, especially
in the end-to-end setting, we propose the incorporation of L2
regularization into the loss function. This regularization, im-
plemented as the second paradigm for the network weights w,
effectively mitigates the impact of overfitting. Eye tracking
task: The weighted Mean Squared Error (WMSE) is selected as
the loss function to constrain the distance between the predicted
pupil location and the ground truth label to guide the network
training. The loss function is shown as follows:

Loss = wx · 1
n

n∑
i=1

(x̂− x)2 + wy ·
1

n

n∑
i=1

(ŷ − y)2,
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Algorithm 1: EventMamba Pipeline.
Input: Raw Event Cloud E
Parameters: Stage Number: m, Sliding window threshold:
N and time interval: R
Output: Category ĉ, Position (p̂, q̂), (x̂, ŷ)
1: Event Cloud Preprocessing
2: for j in len(E) do
3: Pi.append(ej→l); j = l; where tl − tj = R
4: if (len(Pi) > N ): i = i+ 1;
5: end for
6: PN = Normalize(Downsample(P ));
7: Hierarchy Structure
8: for i in stage(m) do
9: Local Extractor: Get S ∈ [B, Ti−1,K,Di−1]

10: S = LocalFE(PN);
11: Temporal Aggregate: Get SA ∈ [B, Ti, Di]
12: SA = TAG(S);
13: Global Extractor: Get PN ∈ [B, Ti, Di]
14: PN = GlobalFE(SA);
15: end for
16: Classifier
17: Get category ĉ
18: Regressor
19: Get 6-DOFs pose and eye coordinate

where x̂ and ŷ stand for the prediction value along the x and y
dimensions. x and y are the ground truth values along the x and
y dimensions. wx and wy are the hyperparameters to adjust the
weight of the x dimension and y dimension in the loss function.
i means the ith pixel of the prediction or ground truth label.

D. Overall Architecture

Next, we will present the EventMamba pipeline in pseudo-
code, utilizing the previously defined variables and formulas as
described in Algorithm 1.

IV. EXPERIMENTS

In this section, we train and test the performance of Event-
Mamba on the server platform. The experimental evaluation
encompasses assessing the model’s accuracy, mean square error
(MSE), and pixel accuracy performance on the datasets, analyz-
ing the model’s parameter size, inference time, and the number of
floating-point operations (FLOPs). The platform configuration
comprises the following: CPU: AMD 7950x, GPU: RTX 4090,
and Memory: 32 GB.

A. Datasets

We evaluate EventMamba on six popular action recognition
datasets, the IJRR Camera Pose Relocalization dataset, and the
SEET eye tracking dataset for classification and regression. The
resolution, classes, and other information of datasets are shown
in Table I.

Daily DVS dataset [52] consists of 1440 recordings involving
15 subjects engaged in 12 distinct everyday activities, including

actions like standing up, walking, and carrying boxes. Each
subject performed each action under uniform conditions, with
all recordings within a duration of 6 seconds.

DVS128 Gesture dataset [15] encompasses 11 distinct classes
of gestures, which were recorded by IBM in a natural envi-
ronment utilizing the iniLabs DAVIS128 camera. This dataset
maintains a sample resolution of 128 × 128, signifying that the
coordinate values for both x and y fall within the range of [1,
128]. It comprises a total of 1342 examples distributed across
122 experiments that featured the participation of 29 subjects
subjected to various lighting conditions.

DVS Action dataset [18] comprises 10 distinct action classes,
all captured using the DAVIS346 camera. The sample resolu-
tion for this dataset is set at 346 × 260. The recordings were
conducted in an unoccupied office environment, involving the
participation of 15 subjects who performed a total of 10 different
actions.

HMDB51-DVS and UCF101-DVS datasets, as detailed
in [16], are adaptations of datasets originally captured using
conventional cameras, with the conversion process utilizing the
DAVIS240 camera model. UCF101 encompasses an extensive
compilation of 13,320 videos, each showcasing 101 unique
human actions. In contrast, HMDB51 is comprised of 6,766
videos, each depicting 51 distinct categories of human actions.
Both datasets maintain a sample resolution of 320 × 240.

THUE-ACT-50-CHL dataset [53] is under challenging sce-
narios. It comprises 2,330 recordings featuring 18 students,
captured from varied perspectives utilizing a DAVIS346 event
camera in two distinct scenarios: a long corridor and an open hall.
Every recording lasts between 2 to 5 seconds and maintains a
spatial resolution of 346 × 260.

IJRR CPR [54] dataset collected using the DAVIS 240 C,
encompassing both outdoor and indoor scenes. This dataset
encompasses a diverse set of multimodal information compris-
ing events, images, Inertial Measurement Unit (IMU) measure-
ments, camera calibration, and ground truth information ac-
quired from a motion capture system operating at an impressive
frequency of 200 Hz, thereby ensuring sub-millimeter precision.
We visualized various types of sequences as shown in Fig. 5.

SEET dataset [33] is a synthetic eye-tracking dataset sim-
ulated from an RGB dataset named Labeled Pupils in the
Wild [55]. Event streams are generated through the v2e simulator
with the 240× 180 resolution [56].

B. Implement Details

1) Pre-Processing: The temporal configuration for sliding
windows spans intervals of 4.4 ms, 5 ms, 0.5 s, 1 s, and
1.5 s. In the specific context of the DVS128 Gesture dataset,
the DVS Action dataset and the HMBD51-DVS dataset, the
temporal overlap between neighboring windows is established
at 0.25 s, while in other datasets, this parameter is set to 0.5 s.
Given the prevalence of considerable noise within the DVS
Action dataset and THUE-ACT-50-CHL dataset during recording,
we implemented a denoising method to minimize the likeli-
hood of sampling noise points. The sliding windows of the
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TABLE I
INFORMATION OF DIFFERENT ACTION RECOGNITION AND CPR DATASETS WITH EVENT CAMERA

Fig. 5. Event-based action recognition, CPR and eye tracking datasets visualization.

regressed datasets are all consistent with the frequency of the
labels.

2) Training Hyperparameter: Our training model employs
the subsequent set of hyperparameters. Classification: Batch
Size (32), Number of Points N (1024 or 2048), Optimizer
(Adam), Initial Learning Rate (0.001), Scheduler (cosine), and
Maximum Epochs (350). Regression: Batch Size (96), Number
of Points N (1024), Optimizer (Adam), Initial Learning Rate
(0.001), Scheduler (cosine), and Maximum Epochs (1000).

3) Evaluation Metrics: The Accuracy metric used in the
classification task represents the ratio of correctly predicted
samples to the total number of samples [57]. The euclidean
distance is utilized to compare the predicted position with the
ground truth in CPR tasks [25]. Positional errors are measured in
meters, while orientation errors are measured in degrees. In the
eye-tracking tasks, pupil detection accuracy is evaluated based
on the euclidean distance between the predicted pupil center and
the ground truth. Detection rates are considered successful if the
distance is shorter than p pixel [33].

4) Network Structure: All models use a three-stage hierarchy
structure, and the number of centroids for each stage is halved so

that if the input is 1024 points, the corresponding list of centroids
is [512, 256, 128]. On the other hand, as the stage increases, the
features of the Point Cloud increase; the feature dimensions are
the following three lists: [32, 64, 128], [64, 128, 256], [128,
256, 512]. The member number of the KNN grouping is 24.
Both the classifier and regressor are fully connected layers with
one hidden layer of 256. The eye-tracking task has an additional
sigmoid layer in the final output layer. The number of parameters
of the model is directly related to the feature dimension of the
features, and the computational FLOPs are directly related to
the number of points discovered in Table XI.

C. Results of Action Recognition

1) DVS128 Gesture: Table II provides a comprehensive
overview of the performance and network size metrics for the
DVS128 Gesture. The highest recorded accuracy, an impressive
99.6%, was reported in a frame-based approach [13]. How-
ever, it’s important to note that this method imposes substantial
memory and computational demands, with a footprint approxi-
mately 42 times larger than our model. In contrast, EventMamba
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TABLE II
ACCURACY AND COMPLEXITY ON DVS128 GESTURE

TABLE III
ACCURACY AND COMPLEXITY ON DAILY DVS

TABLE IV
ACCURACY AND COMPLEXITY ON DVS ACTION

employs temporal feature extraction modules, resulting in a
parameter size of a mere 0.29 M and a total number of FLOPs of
0.219 GFLOPs. Remarkably, this efficient model still achieves
a commendable accuracy of 99.2% on the DVS128 Gesture.

2) Daily DVS: EventMamba outperformed all other meth-
ods, achieving the same impressive accuracy of 99.1% with
TTPOINT, as presented in Table III. In stark contrast, the frame-
based approach, despite employing nearly 54 times more param-
eters, yielded a notably lower accuracy. The Event Cloud within
this dataset exhibited exceptional recording quality, minimal
noise interference, and distinctly discernible actions. Leveraging
the Point Cloud sampling method, we are able to precisely
capture the intricate motion characteristics of these actions. On
the other hand, the model fitting ability becomes stronger, and we
increase the point number to avoid the overfitting phenomenon.

3) DVS Action: EventMamba achieves an accuracy of 89.1%
on the DVS Action dataset as shown in Table IV. Although
the model has a strong ability to capture spatial and temporal
features, it is easy to have the risk of overfitting on small datasets,
and after tuning down the model and some general methods to
solve the overfitting. The model still can not achieve the same
high accuracy as TTPOINT, more such as tensor decomposition,
distillation, and other techniques may alleviate this problem.

TABLE V
ACCURACY AND COMPLEXITY ON HMDB51-DVS

4) HMDB51-DVS: The aforementioned datasets are of lim-
ited size, and our ongoing efforts aim to ascertain the effec-
tiveness of EventMamba on larger datasets. The HMDB51-
DVS dataset comprises 51 distinct action categories. The data
preprocessing settings are delineated in Table I, wherein we
adapted the input points number to 2048 and increased the
model’s dimensionality correspondingly. EventMamba’s per-
formance is detailed in the Table V. While it exhibits a slight
increase in parameters and FLOPs compared to the preceding
model, it remains lightweight relative to frame-based method-
ologies. In terms of accuracy, EventMamba achieved state-of-
the-art (SOTA) performance, surpassing the previous method [8]
by 52%. This finding is particularly noteworthy, given that the
HMDB51 dataset, prior to synthesis, currently holds a SOTA
accuracy of 88.1% [78], with EventMamba demonstrating a
close performance of 86.4%.

5) UCF101-DVS: For the larger 101-class dataset, Event-
Mamba still performs strongly, reaching an impressive 97.1%,
far exceeding all previous methods as shown in Table VIII.
It is also very close to the 99.6% of the SOTA method [78]
of UCF101 before synthesis. EVTC and Event-LSTM utilize
the huge model and computational resources still only approach
80% accuracy. This is a great demonstration of the superior-
ity of fine-grained temporal information and explicit temporal
features. Additionally, we implement the dataset partitioning
method based on filename, achieving accuracies of 60.4% and
90.3% for HMDB51-DVS and UCF101-DVS, respectively, still
maintaining a leading performance level.

6) THUE-ACT-50-CHL: In more challenging environments,
EventMamba demonstrates superior performance over EV-ACT,
a method based on multi-representation fusion, while consuming
only 15% of the hardware resources demonstrated in Table IX.
This underscores the compelling evidence supporting the ef-
ficacy of Point Cloud representations and our meticulously
designed spatio-temporal structure.

In summary, our study employed the EventMamba model to
conduct an all-encompassing evaluation of action recognition
datasets, ranging from small to large scales. Our analysis demon-
strated that EventMamba possesses a remarkable ability to gen-
eralize and achieve outstanding performance across datasets of
varying sizes. However, after capturing explicit event temporal
features, the model’s representational ability is greatly enhanced,
and there is a greater risk of overfitting on small datasets, such
as DVS Action and Daily DVS.
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TABLE VI
CAMERA POSE RELOCALIZATION RESULTS

TABLE VII
DATA PREPROCESSING TIME BETWEEN TWO METHODS

TABLE VIII
ACCURACY AND COMPLEXITY ON UCF101-DVS

TABLE IX
ACCURACY AND COMPLEXITY ON THUE-ACT-50-CHL

D. Results of CPR Regression Dataset

Based on the findings presented in Table VI, it is apparent that
EventMamba surpasses other models concerning both rotation
and translation errors across almost all sequences. Notably,
EventMamba achieves these impressive results despite utilizing
significantly fewer model parameters and FLOPs compared to
the frame-based approach. Compared to the SOTA point-based
CPR network PEPNet, the computational resource consump-
tion preserves consistency, inference speed increased by 20%,
and the performance has shown a nearly 8% improvement.
This underscores the pivotal role of explicit temporal feature
extraction, exemplified by Mamba, in seamlessly integrating
hierarchical structures. Moreover, EventMamba not only ex-
hibits a remarkable 43% improvement in the average error com-
pared to the SOTA frame-based CNN-LSTM method but also
attains superior results across nearly all sequences, surpassing
the previous SOTA outcomes. In addressing the more intricate
and challenging hdr_poster sequences, while the frame-based
approach relies on a denoising network to yield improved re-
sults [26], EventMamba excels by achieving remarkable per-
formance without any additional processing. This observation

strongly implies that EventMamba’s Point Cloud approach ex-
hibits greater robustness compared to the frame-based method,
highlighting its inherent superiority in handling complex
scenarios.

We also present in Table VII the time consumed for point-
based and frame-based preprocessing. Point Clouds exhibit a
distinct superiority over other frame-based methods in time
consumption for preprocessing (sampling for Point Cloud and
stacking events for event frame). We tested the runtime of two
preprocessing methods across six sequences on our server. The
frame-based methods with the addition of preprocessing time
will have a significant performance penalty.

E. Results of Eye Tracking Dataset

Additionally, we conducted experiments with event-based
eye tracking for the regression task. In contrast to the CPR
task, which necessitates regression of translation and rotation
in the world’s coordinate system, the eye tracking task solely
requires regression of the pupil’s pixel coordinates within the
camera coordinate system. To compare EventMamba’s perfor-
mance more extensively, we use several representative Point
Cloud networks [9], [11], [12], [40] for benchmarking. Table X
illustrates that the optimal outcomes are highlighted in bold,
whereas the second-best solutions are denoted in the underline.
In comparison to classic Point Cloud networks, such as Point-
Net, PointNet++ and PointMLPelite, EventMamba stands out by
significantly enhancing accuracy and reducing distance error,
and EventMambalite also maintains high performance while
consuming few computational resources. On the other hand,
CNN, ConvLSTM, and CB-ConvLSTM eye-tracking frame-
based methods [33] are selected for comparison. Our models
exhibit a remarkable improvement in tracking accuracy, with
a 3% increase in the p3 and a 6% decrease in the MSE error,
while maintaining a computational cost comparable to the afore-
mentioned methods. Besides, compared to these frame-based
methods, the parameters and FLOPs in EventMamba remain
constant regardless of the input camera’s resolution. That en-
ables EventMamba to be applied to different resolution edge
devices.
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TABLE X
EVENT-BASED EYE TRACKING RESULTS

TABLE XI
ABLATION STUDY ON HMDB51-DVS DATASET

TABLE XII
ABATION OF TEMPORAL MODULES ON IJRR DATASET

TABLE XIII
P5, P50, P95 INFERENCE TIME ON DIVERSE DATASET

F. Inference Time

We conducted tests on the P5, P50, and P95 inference time
of EventMamba across all datasets on our server as shown in
Table XIII. The server is equipped with a GTX 4090 GPU and an
AMD 7950X CPU. This Table clearly shows that the inference
time for action recognition is significantly shorter than the length
of the sliding window, enabling high-speed real-time inference.
Additionally, the throughput in eye tracking and camera pose
relocation tasks far exceeds the 120 FPS frame rate of RGB
cameras, ensuring that the high temporal resolution advantage
of event cameras is maintained.

G. Abation Study

1) Temporal Modules: To demonstrate the effectiveness of
temporal modules in the CPR regression task, we replaced it with

spatial aggregation and obtained average translation and rotation
MSE errors of 0.018 m and 1.239 ◦ in the CPR task, which is a
33.1% decrease compared to the results in the Table XII. This
table also illustrates that the module responsible for extracting
temporal features consumes nearly negligible computational
resources yet yields significantly enhanced performance results.
On the other hand, Table XI demonstrates that the Point Cloud
network without a temporal module only achieves 57.5% accu-
racy on the HMDB51-DVS dataset. These underscore the critical
importance of temporal features in event-based tasks. Temporal
information not only conveys the varying actions across different
moments in action recognition but also delineates the spatial po-
sition of the target within the coordinate system across different
temporal axes.

2) Point Number: In contrast to previous work [8], [57],
we increased the number of input points to 2048 on large
action recognition datasets, and to determine this significant
impact factor, we verified it on HMDB51-DVS. The experiments
compare the accuracy at training 100 epoch as described in
Table XI, EventMamba with 2048 points has 82.1% accuracy
on the testset, with 1024 points has 76.6% accuracy on the
testset, and with 512 points has 67.9% accuracy on the testset.
This shows that increasing the number of input points can
significantly improve the performance of the model on large
action recognition datasets.

3) Mamba or LSTM?: Tables XI and XII show the per-
formance of the two explicit feature extractors on the

Authorized licensed use limited to: The Hong Kong University of Science and Technology (Guangzhou). Downloaded on October 05,2026 at 02:46:57 UTC from IEEE Xplore.  Restrictions apply. 



REN et al.: RETHINKING EFFICIENT AND EFFECTIVE POINT-BASED NETWORKS FOR EVENT CAMERA CLASSIFICATION AND REGRESSION 6239

HMDB51-DVS and IJRR datasets, respectively. We try to ensure
that both models consume an equitable computational resource,
although the Mamba-based model still slightly surpasses the
LSTM-based model. On the HMDB51-DVS dataset, Mamba
demonstrated a notable performance advantage, achieving an
accuracy of 82.1%, which exceeded LSTM’s accuracy of 70.8%
by 16%. Likewise, on the IJRR dataset, Mamba exhibited supe-
rior performance with its average Mean Squared Error (MSE)
outperforming LSTM’s by 8%. Additionally, the Mamba-based
model’s inference is faster than LSTM, at 5.5 ms compared to
6.8 ms. Ignoring the slight increase in computational resources,
we believe that Mamba is superior to LSTM in processing
sequence events data.

V. CONCLUSION

In this paper, we rethink the temporal distinction between
Event Cloud and Point Cloud and introduce a spatio-temporal
hierarchical structure to address various event-based tasks. This
innovative paradigm aligns with the inherently sparse and asyn-
chronous characteristics of the event camera and effectively
extracts implicit and explicit temporal information between
events. Comprehensive experiments substantiate the efficacy of
this approach in both regression and classification tasks, and we
will derive this to more event-based tasks in the future.
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